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The economics of Al are challenging for Al makers and incumbent businesses
implementing Al.

In a widely cited 2020 essay, Andreessen Horowitz partners Martin Casado and Matt
Bornstein observed that Al companies often spend 25% or more of revenue on cloud
compute, and up to a further 10-15% on the ongoing work of cleaning and labelling
training data — one reason Al gross margins tend to sit well below those of
traditional SaaS businesses. These challenging Al economics were since then
confirmed in Al Edutainment interviews with technology leaders." Incumbent
companies implementing Al will spend even more. Al services provided to them will
only partly cover the expenditure of Big Tech to fund Al infrastructure. Hyper-scalers
issued ~$121 billion in bonds in 2025 alone, and J.P. Morgan projects $5.5 trillion of
Al infrastructure spend by 2030.2

Funding Al infrastructure is a must because transformer architectures require
massive amounts of energy; they rely on dense, parallelized matric multiplications
across billions of parameters. During training and inference, every single token must
be processed in relation to every other token through self-attention mechanisms,
demanding continuous high-performance computing power from clusters of
advanced GPUs. These hardware systems require substantial electrical grids to
power the servers, and energy-heavy HVAC (Heating, Ventilation, and Air
Conditioning) to cool the data centres. The structural inefficiency of transformers
stands in stark contrast to the human brain, which utilises sparse activation to
conserve energy. In Al, every single parameter must be activated to process every
single token.

There are five distinct themes connected to Al implementation costs — model-related
pricing, sovereignty, geography/ compliance regime, hardware, and literacy. Not
every business will need to consider all five of these factors. For example, most
SMEs will implement Al while using subscriptions from foundational labs like
OpenAl. An Al-literate decision-maker will, however, make better choices when
considering one path or another for rolling out Al. Discussing topics such as
sovereignty, geography, hardware, and literacy training is imperative to get the full
picture. We don't discuss labour costs in this chapter.

Model-related Pricing

Frontier labs such as OpenAl, Anthropic, and Google/DeepMind have developed one
shared pricing language — and every Al consumer needs to learn it. Before we look
at the pricing figures (as of August 2026), here are the terms every executive,
business owner, or policymaker must understand:



Tokens are the small chunks of text an Al model reads and writes. In fact, a token is
the smallest unit of data an Al model processes, and we use text here because we
will review current LLM pricing and explain the logic behind it. Modern multimodal
models also tokenise audio, images, numbers and code. In our case here, a token is
roughly three-quarters of a word in English — “unaffordable” might represent three
tokens. Al companies don't charge per question or per month of heavy use; they
charge per million tokens processed. When a user types a three-line instruction into
a chatbot, he or she will use between 40 and 60 tokens of input. One standard page
in English would be 650 to 750 tokens as an output. German runs less efficiently,
requiring 20-30% more tokens for the same content.

When a user prompts, he or she types a question or instruction to the model —
“summarise this contract,” “draft an email.” Under the hood, those words are
translated into numbers (representations) and placed as points on the model's
internal map of meaning (semantic space). The prompt doesn't change the map —
the model stays exactly as it was trained — but it tells the model where on that map
to start, steering its answer toward the small neighbourhood of responses relevant to
your request and away from everything else it could possibly say. A good prompt, in
other words, is less a command and more a set of coordinates: the more precise it
is, the smaller the neighbourhood, and the better the answer.

Input is everything you send to the model: your question plus any documents, data,
or instructions attached. It is billed at the input rate.

Output is everything the model sends back to you — the answer, the draft, the
summary. It is billed at the output rate, which is always several times higher than the
input rate, because generating text costs far more computing power than reading it.

Reasoning tokens are the model's internal “thinking out loud”—the step-by-step
work it generates for itself before producing the final answer. You never see most of
these tokens, but you pay for every one of them, and at the expensive output rate.

Context is the model's working memory: everything it holds in mind during a session
— the conversation so far, the documents you've uploaded, its own previous
answers. The larger the context, the more expensive each additional token
becomes. We talked about the problem of catastrophic forgetting in neural networks
before, where a neural network learning something new by adjusting the millions of
internal settings it acquired during training overwrites what it learned before. Context
is a technique for partially bypassing the issue. Instead of rewriting the model's brain,
you hand it notes: everything in the current session — the conversation so far, the
documents you've uploaded, its previous answers — sits in context, and the model
reads all of it every time it responds. It behaves as if it has learned about your
business, but it is really just rereading its notes. Context is limited, temporary, and
rented by the token. When the session ends, the notes are shredded, and the model
remembers nothing. So the same background documents get sent again and again,



sessions balloon — and, as we're about to see, all three providers charge a premium
precisely when your context grows large.

A batch discount is a bulk-mail rate. If your job doesn't need an instant answer —
say, summarising 10,000 customer reviews overnight — you can queue it up, let the
provider process it when convenient, and pay roughly half price.

A cache-read discount applies when the model rereads text it has recently seen. If
you send the same 50-page policy document with every question, the provider
doesn't charge full price to read it again — cached (already-seen) input costs about a
tenth of the normal rate.

Cache storage is the rent for that convenience. Some providers charge by the hour
to keep your reusable text "warm" and ready in memory.

Regional processing means having your data handled within a specific geographic
area — for example, keeping it within the EU for compliance reasons. It comes with
a surcharge. We will discuss regional processing further while reviewing how
sovereignty and geography impact Al deployment costs.

All three companies (OpenAl, Anthropic and Google) now charge per million tokens
with roughly a 50% batch discount, roughly a 90% cache-read discount, and a price
step once your context grows large. OpenAl's current flagship lists at $2.50 input and
$15.00 output per million tokens, with prompts over 272,000 tokens billed at 2x input
and 1.5x output for the entire session, and a 10% uplift for regional processing.?
Anthropic lists Opus 5 at $5.00/$25.00 and Sonnet 5 at $3.00/$15.00.* Google's
Gemini 3.1 Pro is $4.00 input above 200,000 tokens and charges $4.50 per million
tokens per hour for cache storage.®

The critical detail for the three competitors it that “reasoning” tokens are billed at the
output rate, which is five to six times the input rate. The industry moved to models
that “think” longer at precisely the moment it made “thinking” the most expensive line
on the invoice, making Al expenditures for businesses explode over the past year.

Menlo Ventures measured enterprise generative-Al spend at $37bn in 2025 against
$11.5bn in 2024, a 3.2x jump,® and a16z found average enterprise LLM spend
moving from about $7m to an expected $11.6m this year, with application spend
overrunning budget by roughly 54%. a16z further states that most enterprises aren’t
betting on a single model provider. 81% now use three or more model families in
testing or production, up from 68% less than a year ago.’

Al Edutainment Survey confirmed a trend seen by several rise of Chinese
open-weight models due to competitive pricing. DeepSeek's V4-Flash lists at $0.14
input and $0.28 output per million tokens® — roughly 18x and 54x below the OpenAl
most advanced models. GLM-4.7 runs $0.60/$2.20 and GLM-4.7-Flash is free.®



Licences are imperative to enable use of models in business. DeepSeek and GLM
ship under MIT, Qwen under Apache 2.0, while Kimi and MiniMax use custom
licences that need legal review before commercial deployment.™

Competitive pricing does not come with less performance: Claude Opus 5 scores 61
on the intelligence index at $2.34 blended, Kimi K3 scores 57 at $0.86, GLM-5.2
scores 51 at $0.69, and DeepSeek V4-Flash scores 50 at $0.03.'> Chinese models
continue to improve. NIST found in 2025 the best US model solving 20—80% more
tasks than DeepSeek's then-current releases eleven months later.™

The major pricing burden lands on the mid-market — firms large enough to need real
integration but too small to negotiate like the world’s largest companies.

Wharton's data shows 52% of companies in the $50m-$250m revenue band already
carry generative-Al budgets above $5m, against 61% of firms above $2bn. The
same $5m is a rounding error at $2bn of revenue and a strategic bet at $250m.
Governance coverage inverts with size in exactly the wrong direction: 24% of the
smallest tier audit or monitor model outputs, against 43% of the largest. Meanwhile,
genuinely small firms are barely in the game — median annual Al spend among US
firms with 2-99 employees is $2,200, with 42% spending under $1,000."

The budget differences are measured in multiples. A typical enterprise Al pilot in
Europe runs to €100,000-500,000, while the entire annual IT budget of a typical
SME sits at €10,000-50,000 — meaning a single mid-market experiment can cost
ten times what a small firm spends on all of its technology in a year.™

NGOs, schools and governments are being priced today at or near zero when it
comes to adoption of foundational labs’ Al licenses. Anthropic launched Claude for
Nonprofits at up to 75% off;'® Google gives nonprofits Workspace free with Gemini
and NotebookLM for up to 2,000 users."”” The US General Services Administration
lists Anthropic at $1 per agency, OpenAl at $1, Google at $0.47, xAl at $0.42 and
Perplexity at $0.25."®

There is no guarantee this pricing remains unchallenged. Former Pentagon software
chief Nicolas Chaillan called the arrangements “100% designed to get people locked
in”." The precedents with technology providers are not reassuring. Microsoft ended
its donated Microsoft 365 grant for nonprofits on 1 July 2025, affecting roughly
400,000 organisations.?*® When Broadcom ended VMware's education discounts, the
UK schools network LGfL faced a 268% increase.?'

Sovereignty

Sovereignty enters the cost equation as its own line, and we differentiate it from
geography. Geography, covered in the next section, is about where infrastructure sits
and what regulatory compliance costs attach to that location; sovereignty is about
who can ultimately compel access to your data and your models, whatever your
location is. The two diverge more than Al buyers and users assume. Data can reside



in Frankfurt and still be legally reachable from Washington DC. That is why
sovereignty should be treated as a priced decision — a deliberate trade-off with a
premium attached. It should never become wishful thinking that looks good on
PowerPoints and press releases, as it might inflate expectations and, with them,
costs.

Measured honestly, only two states currently hold most of the elements of Al
sovereignty — compute, chips, models, capital, and talent — and even they have
exceptions. Epoch Al-derived data puts the US at 74.5% of global Al supercomputer
performance, China at 14.1%, and the EU at 4.8%, and that US share surged from
51% to 74% after chip export restrictions, while China's fell from 33% to 14%.% Yet
neither country is fully self-reliant. The US needs TSMC in Taiwan for leading-edge
fabrication and on ASML in the Netherlands for the lithography machines no one
else makes. China, despite pumping more than $150 billion into its Al supply chain
since 2014, reached only 1-4% of US Al chip production in 2025.%

Before its full-scale invasion of Ukraine, Russia could plausibly have been called a
third contender in the software and services layer of the stack — it was one of the
few countries with domestically dominant internet companies (Yandex in search, VK
in social, MailRu in enterprise and consumer services) and a strong STEM and
computer-science tradition. It, however, never possessed advanced chip design and
manufacturing, and sanctions (and talent exodus) since February 24 2022 have
entirely removed the country from the conversation.

European regulation has, paradoxically, made American open-weight models less
available in Europe than Chinese ones. Meta told Axios in July 2024 that it would
withhold its multimodal Llama models — and future ones — from the EU, citing “the
unpredictable nature of the European regulatory environment,”* meaning European
companies cannot use those models even though they are released under an open
licence elsewhere.

Chinese open-weight models, by contrast, keep shipping: DeepSeek, Qwen, GLM,
Kimi and MiniMax face no equivalent self-withholding, partly because their
developers have no EU user-data exposure and little to lose from enforcement. The
EU's rules, aimed largely at American Big Tech, have left European businesses with
easier open-weight access to Chinese frontier models than to Meta's.

European businesses work with models developed in China because they
understand the distinction between where a model comes from and where it runs.
Only the second one moves data. A model's weights are, technically, nothing more
than a very large file of numbers — billions of fixed parameters produced during
training. Once downloaded, that file is inert. It contains no telemetry, no connection
back to its developer, no mechanism by which DeepSeek in Hangzhou or Meta in
Menlo Park learns what you typed into it. It cannot transmit anything, because it is
not software that acts; it is data that other software — an inference server you
choose and control — reads. This is what makes serving location, not model



provenance, the sovereignty-relevant factor. The jurisdictional questions that actually
matter are the ones attached to the operator of the inference infrastructure: who
owns the servers, which country's courts can compel that owner, who holds the
encryption keys, and what leaves the machine in logs or backups. A Chinese model
served by a US hyperscaler in an EU region answers to US jurisdiction via the
CLOUD Act; the same model served by a European provider on European hardware
answers to European courts; the same model again on a server in your own
basement answers to no one but you. For example, Amazon Bedrock hosts
DeepSeek, Qwen, GLM, Kimi and MiniMax in Stockholm, Frankfurt, Ireland and
Milan at roughly a 20% premium to the US region.?® Azure serves DeepSeek directly
from Switzerland North and West.*

Before deciding on whether to deploy open-weight models, any company should
review the trade-offs, e.g. capabilities, safety tooling, efficiency, cost of compensating
(guardrails, extra tokens, slower outputs) as parts of the picture. A sovereignty
decision is always a difficult one, requiring testing per model, not just per country,
and the price of the whole stack.

Sovereignty means four verifiable things: data residency you can audit, exit rights
you have rehearsed, portability across at least two model families, and key control
you actually hold.

Switzerland's Apertus — developed by EPFL, ETH Zurich and the Swiss National
Supercomputing Centre (CSCS), trained on the Alps supercomputer on 15 trillion
tokens spanning more than 1,000 languages, and released under the open Apache
2.0licence shows what a sovereign European model buys today: transparency and
provenance, but not productivity and top performance. In this rare model, the entire
development process, including weights and training data, is open to inspection. But
even the creators of Apertus position it as a foundation for developers rather than a
competitor to the leading US and Chinese models.?’

Geography/ compliance regime

Geography as a contributing factor to Al costs is primarily about regulatory
compliance and is distinct from the sovereignty question of the previous section.

The EU Al Act follows the output. Article 2(1)(a) applies the Act to providers placing
Al systems or general-purpose Al models on the EU market “irrespective of whether
those providers are established or located within the Union or in a third country,” and
Article 2(1)(c) extends it to providers and deployers located in a third country “where
the output produced by the Al system is used in the Union.” The operative word is
used — a lower bar than targeted. A company whose Al output reaches EU users
through intermediaries, without ever intending to serve the EU market, is in scope,
and non-EU providers of high-risk systems must appoint an authorised
representative established in the Union rather than complying at a distance. Serving



where the customer sits, not where the Al maker's headquarters sits, is at the heart
of the regulatory regime.

That cost base is substantial and measured in both money and time. The Centre for
European Policy Studies — analysing the Commission's own impact assessment —
estimated that setting up an entirely new quality management system costs
€193,000—€330,000, with roughly €71,400 in annual maintenance.?® Per-system
analyses put annual compliance for a single high-risk Al system at roughly €52,000,
and penalties reach €35 million or 7% of global annual turnover. Deloitte found
regulatory compliance rising from 28% to 38% as a top Al adoption barrier.?

A comparison across geographies shows how unusual Europe's position is. The
United States has no federal Al statute; under the current administration's
deregulatory Al Action Plan, the compliance cost of deploying Al is close to zero at
the federal level, with a growing but patchy state layer (Colorado's Al Act, California's
transparency rules, Texas's TRAIGA) that mostly demands disclosure rather than
conformity assessment. China regulates Al heavily but differently: its generative Al
measures, algorithm registration and content-labelling rules impose real costs on
consumer-facing services — security assessments, filing obligations, censorship
engineering — but enterprise and industrial Al faces little of the EU's ex-ante
conformity machinery; the binding constraint is about data export, not models. The
rest of Asia has mostly chosen promotion over restriction: Japan's 2025 Al law is
explicitly light-touch, Singapore relies on voluntary frameworks, while South Korea's
Al Basic Act (in force January 2026) is the closest to an EU-style comprehensive
regime but with lighter penalties.

The highest Al compliance costs in the world have been introduced in the one
geography that can least afford friction on automation. Eurostat's EUROPOP2023
baseline projection shows the EU's working-age population (20—64) peaked at 272
million in 2009, fell to 265 million by 2022, and is expected to decline to 258 million
by 2030, 247 million by 2040, and 236 million by 2050 — with the active labour force
following the same path, from a record 205 million in 2022 down to 184 million by
2050.%° The European Commission's own 2024 Ageing Report projects that labour's
contribution to GDP growth turns negative from the late 2020s, subtracting 0.2
percentage points per year on average through 2070, as the share of working-age
people falls within an already shrinking population.®' Bruegel's analysis of the same
Eurostat projections draws the mechanism plainly: a smaller labour force means
fewer workers producing goods and services, slowing GDP growth while rising
dependency ratios strain pensions, healthcare and public finances — with the
working-age population set to fall by more than 20% in Latvia, Lithuania, Greece,
Bulgaria, Romania, Portugal, Croatia and Poland.*

Under these conditions, productivity growth is not one option among several; it is the
only remaining source of growth, and the institutions saying so are not Al frontier
labs. The OECD estimates that without decisive policy action, GDP per capita growth



will slow by about 40% across the OECD area — from 1% per year in 2006—19 to
0.6% in 2024—-60 — and names “promoting the trustworthy use of Al and other digital
technologies” as part of the necessary response to ageing-driven labour shortages.*
The European Central Bank likewise identifies automation, artificial intelligence and
robotics as a crucial part of the response to ageing, citing IMF findings that structural
reforms could offset as much as 60% of the demographically-driven slowdown in real
GDP growth.*

In short, the EU's central bank and the OECD prescribe Al adoption as the remedy
for a shrinking workforce, while the EU's flagship Al regulation prices that remedy —
through quality-management systems, conformity assessments and multi-year
governance timelines — more highly than any other jurisdiction on earth.

Most of an Al product's lifetime cost is spent before any customer touches it —
talent, compute, data, evaluation — are incurred pre-market. Locating that phase of
Al product lifecycle in a jurisdiction without the Act's overhead defers every euro of
compliance until the moment you actually ship to EU customers, and avoids it
entirely for products that never go there.

Two European jurisdictions are interesting in this context. Switzerland works
because of one legal fact: its EU adequacy decision lets personal data flow from the
EU without additional safeguards,® which is what makes it viable as a development
and processing location for European markets — and OpenAl, Anthropic, Google,
IBM and Apple already run research offices there. The UK has gone furthest in
refusing cross-sector Al legislation: DSIT's Blueprint for Al regulation (21 October
2025) replaced an Al Bill with another suggestion - Al Growth Lab, sector-specific
sandboxes in which regulations can be temporarily relaxed for licensed pilots in
professional services, healthcare, transport and advanced manufacturing.*® Neither
location exempts a company from the Act once output reaches EU users; both let a
company spend the expensive years before that moment without it.

Hardware

For most non-Al companies, hardware only becomes an Al implementation cost if
they choose to run models themselves rather than consume Al-as-a-service. The
typical small- or medium-sized enterprise adopting Al through cloud-based tools — a
chatbot subscription, an API, or Al features embedded in existing software — needs
no special hardware at all, because the compute runs in the provider's data centre.
The moment a business (even if this is a mid-sized business) decides to run
open-weight models locally — often for data privacy, cost predictability, offline
operation, or considerations of sovereignty — hardware becomes a real cost item.
The picture changes from “no GPUs needed” to “it depends what you run.”

Even then, the constraint is less about raw GPU power and more about memory.



When a model runs locally, the entire set of model weights must be loaded into
memory and stay resident. Every token generated requires a pass through those
weights, which makes memory capacity a hard bottleneck. If there isn't enough RAM
(Random-Access Memory, short-term working memory in a computer that
temporarily stores data) or VRAM (Video Random Access Memory, specialised
high-speed memory built directly into a graphics card to store image data) to hold the
model, it either won't run or will spill into slower storage, degrading performance. A
rough baseline is around 2 GB of memory per billion parameters at full precision,
halved or quartered by quantisation, meaning small 3—4B models run on almost any
16 GB machine even without a GPU, while 7-14B models suit mid-range GPUs and
70B-class models demand 40 GB or more.

This means a small business may need additional machines rather than GPU
clusters: a model consuming 10—-14 GB of RAM on an employee's standard 16 GB
laptop will visibly interfere with email, browsers, and business applications, so the
practical fix is either a RAM upgrade or a dedicated inexpensive box. Sensible sizing
is roughly 16 GB of RAM for 7-8B models, 32 GB for 13—14B, and 64 GB or more
for 70B-class models, and memory bandwidth matters too — dual-channel
configurations and faster RAM measurably improve CPU-based inference (CPU is
Central Processing Unit, a main chip that acts as computer’s brain), since the
bottleneck is streaming weights from memory to the processor.*”

For a small business considering open-weight models, a pragmatic checklist follows:

e First, start with the smallest model that does the job — a quantised 7-8B
model handles many summarisation, drafting, and classification tasks — and
test it on existing hardware before buying anything.

e Second, if local Al is to run alongside daily work, separate it: a dedicated
mini-PC or workstation with 32—64 GB of RAM, an NVMe SSD (model files
are large, so budgeting 100-500 GB of free storage is wise), and optionally a
consumer GPU such as an RTX-class card (Nvidia family of graphic cards)
with 12—-24 GB of VRAM covers most SME needs for a few thousand pounds,
not hundreds of thousands. Apple Silicon machines are also attractive
because their unified memory lets system RAM serve as GPU memory.

e Third, compare against renting: cloud GPUs can be hired for under a pound or
two per hour, so a weekend of experimentation costs less than £50 — often
the cheapest way to discover whether local deployment is worth pursuing at
all. Finally, factor in the hidden costs that dwarf hardware: electricity,
maintenance, model updates, and staff time.®

At the other end of the scale, large enterprises increasingly announce headline GPU
purchases, and these announcements deserve scrutiny. Roche announced in March
2026 the deployment of an “Al factory” with 2,176 Nvidia Blackwell GPUs across the
US and Europe, bringing its total to more than 3,500 — the largest disclosed GPU

footprint of any pharmaceutical company,* and Eli Lilly earlier partnered with Nvidia



on a $1 billion Al drug-discovery lab and launched LillyPod, a supercomputer with
1,016 Blackwell Ultra GPUs.*° Roche’s purchase extends a collaboration dating to
2023 built around a “lab-in-the-loop” concept where Al models are iteratively refined
against their real lab results. Yet even here, the strategic clarity is partial. Roche
declined to disclose spending beyond calling it “a substantial sum,” and its research
head described the approach as embedding Al “everywhere, all at once” rather than
targeting specific payoffs — with Blackwell chips estimated at $30,000—40,000 per
unit, that is plausibly a nine-figure commitment*' justified by a philosophy rather than
an elaborated business case. Announcing GPU counts alongside Nvidia at its GTC
conference is also a signalling exercise — to investors, competitors, and talent —
and the metric “most GPUs in the industry” says nothing about utilisation rates,
model quality, or return on investment.

The broader lesson for any traditional company is that hardware is a consequence of
Al strategy, not a substitute for one. Whether at SME or large enterprise scale, the
right sequencing is the same: identify the use case, measure the workload, then buy
the memory and compute it actually demands.

Literacy

Every cost item discussed so far — model pricing (tokens), sovereignty premiums,
geography and regulatory compliance, and hardware — can be assessed only when
those implementing Al understand the technology. This is rarely the case, and failed
Al pilots around the globe illustrate a lack of Al literacy and Al fluency across
industries.

MIT's NANDA initiative, in “The GenAl Divide: State of Al in Business 2025" —
based on 150 leadership interviews, a survey of 350 employees and analysis of 300
public deployments — found that only about 5% of enterprise generative Al pilots
achieve rapid revenue acceleration, while the vast majority stagnate with little or no
measurable P&L impact.*> More than half of enterprise GenAl budgets flow to sales
and marketing applications, while the highest measured returns come from
unglamorous back-office automation — document processing, compliance, finance
operations. Externally partnered deployments succeeded about twice as often as
internal builds (67% versus 33%),** suggesting most firms overestimate their own
capability. Pilot failure seems to be the predictable output of Al adoption triangle
backwards: tool first, use case second, strategy never.

Article 4 of the EU Al Act, applicable since 2 February 2025, requires providers and
deployers to ensure a “sufficient level of Al literacy” among staff and anyone
operating Al systems on their behalf — reaching essentially every EU organisation
whose employees use Copilot, ChatGPT or the Al features embedded in their CRM.
Article 3(56) defines literacy expansively as the “skills, knowledge and
understanding” needed to “make an informed deployment of Al systems” and to be
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aware of Al's “opportunities and risks... and possible harm.” What “sufficient” means
is nowhere benchmarked, and no fines are attached for non-compliance. The Act
seems to mandate awareness, not to guarantee Al implementation capabilities.

Successful Al implementations emerge from a triangulation that successful adopters
run in order and failed pilots run backwards. First, business strategy: what problem is
Al solving for, which outcomes matter, and which of them Al plausibly moves; MIT's
budget-misallocation finding shows most firms answer this by a call of fashion rather
than analysis.

Second, what kind of Al and where: API or open weights, embedded features or
custom builds, which function first — choices carrying the radically different
hardware, sovereignty and compliance costs this article has priced.

Third, the how — an honest audit of what the organisation brings: the state of its
data and IT (models are only as useful as the pipelines feeding them, and firms
whose records live in spreadsheets will spend more on plumbing than on Al); its
tradition of R&D (an experimentation culture absorbs Al cheaply because fluency
spreads through existing habits; buying that culture is slower and dearer than any
licence); and the surrounding ecosystem of talent and companies (firms in New York,
London, Shenzen hire fluency from a dense market; firms elsewhere pay a premium
or build slowly).

We are living in markets saturated with instruction and starved of comprehension. In
this situation, it is not possible to rethink industrial value chains, or reconfigure
products to bring more value to customers. Consultancies seem to confirm this
statement. BCG’s rule of thumb attributes about 10% of Al value comes from
algorithms, 20% from technology and 70% from rethinking how people work.**
Gartner expects over 40% of agentic Al projects to be cancelled by the end of 2027
on escalating costs and unclear value.*
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